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PART III: EFFECTS OF
LEAST-SQUARES MONTE CARLO
SIMULATION

In previous parts of this series we introduced concepts such as nested
stochastic simulation, Least-Squares Monte Carlo (LSMC) and regular poly-
nomials used for generation of regression functions. In this part we will
apply these previously explained concepts to perform a case study on a
specific portfolio and present the results. We will make a comparison be-
tween a full nested stochastic simulation and a LSMC simulation to show
the benefits that can be made in terms of lower runtime and complexity
while not compromising efficiency or statistical significance. Moreover,
we will have a close look at the performance of our optimisation algorithm,
comparing the polynomials it yields to higher complexity polynomials.

APPLICATION
We will investigate the performance of the LSMC approach conducted on
a financial product consisting of a zero-coupon bond, a stock and a Euro-
pean put option, with the stock as underlying and a strike price of 50% of
the current stock value. The time horizon of the outer scenarios is one
year, while the maturity of the product is one and a half years. We place
particular emphasis on the estimates we obtain for the outer quantiles of
the resulting one-year distributions, as these are used to calculate risk1. In
this setting, the issuer of the contract will be more interested in the upper
quantiles whereas the holder will turn the attention to the lower quantiles.

MODEL
In order to generate our inner and outer scenarios the models for stock
excess return and the short rate require defining. For short rates we have
chosen to use the Hull-White (One-Factor) Model, taking into account how
interest rates evolve over time (Hull, 2011). The model used for the stock
process is the Stochastic Volatility Jump Diffusion (SVJD) model. The
reason for using SVJD instead of the commonly used Geometric Brownian
Motion (GBM) is that the former offers more versatility, enabling it to bet-
ter capture the behaviour observed by stocks in financial markets (Bates,
1996). The parameters in the models have not been calibrated to any ac-
tual market data, but instead been set to predefined values to perform the
simulation.
1Within an insurance framework, which is relevant in this setting, it is customary to cal-
culate Value-at-Risk at level 0.005 in compliance with Solvency II.
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APPROACH
The simulation and calibration of regression functions is performed ac-
cording to a standard method, in conjunction with the content previously
presented. We generate 50,000 outer scenarios and 8 inner scenarios per
outer, with antithetic variates incorporated into the risk-neutral scenar-
ios for faster convergence. Monte Carlo valuations of the portfolio value
for each outer scenario can then be made, setting the scene for the least-
squares regression. The underlying risk factors are the stock excess return,
the stock volatility and interest rates.

When performing the regression we first look at polynomials with a maxi-
mum degree2 of 3 and determine coefficients through minimisation of the
Euclidian norm of the absolute errors. We produce two different regression
polynomials. The first one is the simple polynomial described in Part II,
including all coefficients for all explanatory variables up to the maximum
order, with the additional restriction that the cross terms are only allowed
to include powers of two risk factors. The second polynomial is generated
according to our optimisation algorithm, neglecting any terms whose ex-
planatory power can not be considered statistically significant.

We then statistically evaluate the validity and accuracy of the regression
functions, also including runtime and function complexity into our analy-
sis.

ADJUSTING POLYNOMIAL DEGREE

In the basic setup, we have limited ourselves to look at polynomials of a
maximum order of 3. However, such polynomials might not provide the
best possible fit to the real distribution. Increasing the order of the poly-
nomial, particularly looking at how well the optimisation algorithm copes
without overfitting nor becoming excessively demanding in terms of run-
time, is a subject we will shed some light on.

RESULTS
We are ready to implement our LSMC approach applied to the portfolio
under investigation. We first present goodness of fit graphs to visualise
the performance of our regression polynomials, before proceeding to the
statistical evaluation. The latter consists of generating a new set of outer
scenarios, used to provide a benchmark distribution via a full nested simu-
lation. By evaluating the regression functions at these points, we are then
able to calculate empirical estimates of the following:

2When running our optimisation algorithm, the final polynomial produced might be of lower
order than the maximum degree set.
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⋄ R2 and adjusted R2 values
⋄ Outer quantile values, particularly at level 0.005 and 0.995
⋄ The first four moments: mean, variance, skewness and kurtosis

Finally, we compare the runtime between a full nested simulation and
LSMC using simple and optimised polynomials respectively. We also com-
pare the complexity of the polynomials. The procedure is first applied to
the basic approach, after which we investigate to what extent polynomial
degree adjustments affect accuracy and performance.

BASIC APPROACH

Below we present results from the basic approach.

GOODNESS OF FIT

Figure 1 illustrates the MC-calculated portfolio values using 10,000 inner
scenarios plotted against estimates obtained through the regression func-
tions. 100 validation scenarios have been used, independent of the scenar-
ios used when calibrating the regression functions. From the two graphs,
it is hard to tell a difference between the two polynomials. At first sight,
both appear to accurately capture the real distributions. However, as our
interest lies mainly in the outer quantiles, we are concerned with acquiring
high accuracy in those regions. Thus the graphs provide an indication that
there might be room for improvement with respect to our application.
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(a) Simple regression
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(b) Optimised regression

Figure 1: Goodness of fit graphs for polynomials of maximum degree 3. Red
crosses represent MC-calculated portfolio values for validation scenarios
and blue circles represent corresponding values as calculated by regression
functions.
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R2 values Quantiles Moments

R2 R̄2 0.995 0.005 µ σ2 γ1 γ2

Full nested - - 2.7098 1.5139 2.0261 0.0639 0.2474 2.713

Simple 0.9997 0.9997 2.7006 1.4989 2.0263 0.0639 0.2557 2.7065

Optimised 0.9997 0.9997 2.7008 1.4992 2.0263 0.0639 0.2557 2.7070

Table 1: Out of sample estimates of R2 values, quantiles and moments for
distributions corresponding to a sample of 10,000 outer scenarios. Ad-
justed R2 is denoted by R̄2 and mean, variance, skewness and kurtosis are
denoted by µ, σ2, γ1 and γ2 respectively.

STATISTICAL EVALUATION

Table 1 shows how well our regression functions replicate the distribution
of 1-year prices for our product, conditional on a sample of 10,000 outer
scenarios, if a full nested simulation with 10,000 inner scenarios per outer
is used as the benchmark. We see that our optimised regression algorithm
manages to produce a polynomial on equal footing with the simple polyno-
mial when it comes to the properties of the distributions they represent.

Comparing the regression function valuations with the valuations produced
by the full nested simulation, we see in this particular case that the LSMC
approach provides a good approximation. For this sample, the quantile
estimates appear better than what was suggested in Figure 1. However, this
result may also be subject to sample randomness3, and if one is concerned
with high accuracy in outer quantile estimation, there may be reason to
look at ways of improving the goodness of fit. This particularly holds true
at the lower quantiles where the relative error is larger.

RUNTIME AND COMPLEXITY ANALYSIS

The runtimes recorded for the LSMC approach taking the average over 15
runs, and the full nested simulation for a single run, are as follows:4

⋄ LSMC 30.1 s
- Outer scenario generation 6.5 s
- Inner scenario generation 27.6 s
- Simple regression 0.006 s
- Optimised regression 0.51 s

⋄ Full nested 6,763 s

3We will later address the issue of sample randomness affecting reliability of results by
constructing confidence intervals for the data.

4Time performance is measured on a computer with an Intel Core i7-2640M 2.80 GHz CPU
processor, 8 GB RAM, running 64-bit Windows 7 and MATLAB R2013a.
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From these data, we see that the gain in runtime necessary to perform
the computations is substantial using LSMC rather than a full nested sim-
ulation for valuation. Naturally, the inner scenario generation is the main
hurdle to overcome in terms of computational efficiency. When one reuses
the polynomials to evaluate new data, this step is redundant further adding
to the gain in runtime enjoyed. It is also worth noting that the optimised
regression algorithm quickly arrives at its conclusion in this setting. We
can take advantage of this observation to increase maximum degree for
better goodness of fit.

We proceed to look at polynomial complexity. For the simple polynomial,
all possible terms up to the maximum order are included. This results in
19 terms, of which 9 are cross terms. Running our optimisation algorithm,
only 11 terms are considered significant. In particular, only 4 cross terms
are included. Indeed, with our statistical analysis kept in mind, it appears
the remaining explanatory variables could be excluded without causing any
loss in goodness of fit.

ADJUSTING MAXIMUM DEGREE

If we increase the maximum polynomial degree to 5 instead of 3 and per-
form our standard regression, we obtain goodness of fit graphs as illustrated
in Figure 2. Here, we have used the same original sample and the same
validation scenarios as for the basic approach. Both polynomials appear to
perform better than previously in capturing tail behaviour. We also note
there might be a slight edge in favour of the optimised polynomial present.
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(a) Simple regression
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(b) Optimised regression

Figure 2: Goodness of fit graphs using a maximum degree of 5 rather than
3. Red crosses represent MC-calculated portfolio values for validation sce-
narios, and blue circles represent corresponding values as calculated by
regression functions.
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We move on to presenting statistical data. To be able to analyse potential
improvements and draw conclusions with a higher degree of reliability, we
repeatedly generate new independent sets of samples against which we cal-
ibrate our polynomials. By repeating this procedure 15 times we obtain 15
simple and 15 optimised polynomials, which we can use to make indepen-
dent, out-of-sample estimates of the relevant statistics. These are made
with respect to a sample that we also perform a full nested simulation on,
serving as a benchmark. From the observations made, student’s t confi-
dence intervals at level 0.95 are constructed.

Max degree 3 Max degree 5

R2 Values 1−R2 (×10−4) 1−R2 (×10−4)

Simple 3.128± 0.094 2.026± 1.018

Optimised 3.211± 0.124 0.989± 0.355

Quantiles 0.995 0.005 0.995 0.005

Full nested 2.7024 1.5155 2.7024 1.5155

Simple 2.6959± 0.0013 1.5017± 0.0004 2.7023± 0.0008 1.5128± 0.0006

Optimised 2.6959± 0.0012 1.5020± 0.0003 2.7022± 0.0007 1.5119± 0.0005

Moments Mean Variance Mean Variance

Full nested 2.0247 0.0624 2.0247 0.0624

Simple 2.0247± 0.0001 0.0623± 0.0000 2.0247± 0.0000 0.0624± 0.0001

Optimised 2.0247± 0.0001 0.0623± 0.0000 2.0247± 0.0000 0.0624± 0.0001

Skewness Kurtosis Skewness Kurtosis

Full nested 0.3045 2.9457 0.3045 2.9457

Simple 0.3146± 0.0032 2.9474± 0.0169 0.3142± 0.0076 3.0256± 0.0610

Optimised 0.3161± 0.0031 2.9574± 0.0167 0.3114± 0.0039 2.9938± 0.0292

Table 2: Confidence intervals for R2 values, quantiles and moments based
on calculations from 15 different simple and 15 different optimised poly-
nomials of maximum degree 3 and 5 respectively.

In Table 2 we present our findings comparing R2 values, quantiles and mo-
ments for simple and optimised polynomials for maximum degrees of 3
and 5 respectively. We are here omitting the adjusted R2 values as they
are very close to the regular R2 values and do not provide any additional
information. Judging by the obtained values, allowing for higher degree
polynomials significantly increases the goodness of fit in this case, grant-
ing us the possibility to more accurately estimate the quantiles regardless
of which polynomial we use. Looking at the R2 values, we note that the
optimised polynomial of maximum degree 5 clearly outperforms those of
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lower degree. Another observation is that the confidence intervals are gen-
erally narrower for the optimised polynomial than for the simple one. This
could indicate the former is more stable than the latter. However, we still
cannot tell the simple and optimised polynomial apart with statistical sig-
nificance.

FURTHER INCREASING THE DEGREE

A first attempt to increase the degree has shown that it is possible to achieve
clear improvements at little additional cost. It is interesting to see how far
this can be taken without running into difficulty. We will investigate the
performance of regression polynomials when maximum degree is increased
to 15, a value we consider excessive but that can provide important in-
sights. For reliability of statistical data we again generate 15 independent
pairs of polynomials and construct confidence intervals.

Max degree 5 Max degree 15

R2 Values 1−R2 1−R2

Simple (2.026± 1.018)× 10−4 (1.623± 1.397)× 106

Optimised (0.989± 0.355)× 10−4 (5.444± 3.121)× 10−4

Quantiles 0.995 0.005 0.995 0.005

Full nested 2.7024 1.5155 2.7024 1.5155

Simple 2.7023± 0.0008 1.5128± 0.0006 2.7002± 0.0025 1.5147± 0.0011

Optimised 2.7022± 0.0007 1.5119± 0.0005 2.7032± 0.0009 1.5127± 0.0007

Moments Mean Variance Mean Variance

Full nested 2.0247 0.0624 2.0247 0.0624

Simple 2.0247± 0.0000 0.0624± 0.0001 1.8760± 1.8221 (1.012± 0.871)× 105

Optimised 2.0247± 0.0000 0.0624± 0.0001 2.0247± 0.0001 0.0625± 0.0001

Skewness Kurtosis Skewness Kurtosis

Full nested 0.3045 2.9457 0.3045 2.9457

Simple 0.3142± 0.0076 3.0256± 0.0610 6.663± 57.176 (9.996± 0.000)× 103

Optimised 0.3114± 0.0039 2.9938± 0.0292 0.3217± 0.0145 3.1179± 0.1411

Table 3: Out of sample R2 values, quantiles and moments of distributions
for regression polynomials of maximum degrees 5 and 15.

Table 3 presents results, comparing the previously obtained values for a
maximum degree of 5 to those obtained when setting the maximum degree
to 15. For the higher degree, it here becomes clear that the simple polyno-
mial performs very poorly out of sample, as illustrated by the R2 values and
moments. However, the quantile estimates are still very good. The reason
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for this is that the simple polynomial tend to map a few outer scenarios far
from the centre of the distribution to majorly incorrect portfolio values,
particularly when scenarios far from those used for calibration are present
out of sample. We observe overfitting.

The optimised polynomial, however, displays a more desirable behaviour,
exhibiting more resistance to overfitting despite the high maximum degree.
The distribution corresponding to the optimised polynomial appears to re-
flect the full nested distribution quite well. That being said, R2 values and
higher order moment estimates are worse than those obtained using max-
imum degree 5, indicating there is still some effect of overfitting coming
into play. When performing the regression, inaccurate portfolio valuations
in the distribution tails tend to be captured too well by the polynomial.
This leads to rather poor estimates of portfolio values for certain outer sce-
narios, although nowhere near the unreasonable values predicted by the
simple polynomial.

As a further illustration of the above, Figure 3 on the next page shows ex-
amples of how the regression polynomials map outer scenarios to portfolio
values. It is clear that the simple polynomial in this case becomes unstable
in the tails.

RUNTIME AND COMPLEXITY ANALYSIS

We turn our attention to the runtime needed to calibrate the regression
functions. The results, averaging over 15 independent runs for the maxi-
mum degrees we have investigated, are presented in Table 4. We note that
the runtime requirements for simple regression never seem to become a
factor to account for. Our optimisation algorithm, while more computa-
tionally demanding, performs well despite higher polynomial complexities
and vastly increased sizes of search loops. Runtime increases required
for tuning polynomial degree for better accuracy are therefore considered
highly affordable in this context.

Max degree 3 Max degree 5 Max degree 15

Simple 0.006 s 0.021 s 0.492 s

Optimised 0.514 s 1.202 s 7.055 s

Table 4: Average runtimes required to calibrate regression polynomials.

Table 5 depicts how polynomial complexities vary with maximum degree.
While large increases are observed for the simple polynomial, the optimised
algorithm terminates at an early stage even when we allow high maximum
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(a) Mean volatility −30%
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(c) Mean volatility +30%

Figure 3: 1-year portfolio values as functions of outer scenarios, using cal-
ibrated regression functions with a maximum order of 15. Solid blue lines
represent the simple polynomial, dashed grey lines the optimised and red
crosses MC-simulated reference values. Interest rates are held constant
and equal to the mean after 1 year, while returns and volatilities are being
varied.
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Max degree 3 Max degree 5 Max degree 15

Terms Cross terms Terms Cross terms Terms Cross terms

Simple 19 9 46 30 361 315

Optimised 9.9 3.3 14.6 6.0 18.0 9.6

Table 5: Average complexities of the regression polynomials, measured in
number of terms and number of cross terms.

orders. This result is of key importance, further highlighting the relative
insensitivity of the optimisation algorithm to risk of overfitting. To con-
clude this discussion, our findings suggest that choosing a relatively high
maximum polynomial degree is unlikely to cause any major issues related
to poor goodness of fit out of sample, when opting for the optimised regres-
sion polynomial.

SOME CONCLUDING REMARKS

We have seen that our optimised regression algorithm deals well with the
increased complexity imposed by the increment in maximum degree. Mean-
while, the simple polynomial becomes unstable and unpredictable, exhibit-
ing unacceptable overfitting effects for greater polynomial orders. That
said, we were not able to tell the polynomials apart with statistical signifi-
cance for a maximum degree of 5, a value that proved to be perfectly fine
for the case under study. However, with other types of products and portfo-
lios, the need of a more complex regression polynomial might arise in order
to obtain a sufficiently accurate replica of the target distribution. Allowing
higher polynomial degrees while largely mitigating risks of overfitting then
becomes a useful tool to have at one’s disposal, making a strong case for
our algorithm.

SUMMARY
In this article we have reviewed the LSMC approach with particular empha-
sis on regression polynomial selection, conducted on a specific financial
product consisting of a bond, a stock and a put option. We have seen that
by using LSMC, we can accurately capture most properties of the future dis-
tribution of portfolio values, at a substantial gain in runtime compared to
if we perform a full nested simulation. Furthermore, we have seen that our
algorithm for generating optimal regression functions efficiently produces
polynomials that are resistant to overfitting and exhibit low complexity,
while maintaining high accuracy.
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