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PART II: ARTIFICIAL NEURAL
NETWORKS AS A SUBSTITUTE TO
LSMC AND NESTED SIMULATIONS

In “Part I: Introduction to Artificial Neural Networks”, we defined artificial
neural networks (ANNs) and introduced their structure, hyperparameters
as well as several important topics related to optimising the training of
them. In an earlier article series we introduced a recognised technique
for sophisticated risk modelling, namely the Least-Squares Monte Carlo
(LSMC) simulation, which is implemented to simplify valuations that oth-
erwise require nested simulations to be reliable and accurate. By using
LSMC the number of inner scenarios needed reduces, leading to a signif-
icantly lowered computation time. For a more thorough explanation of
LSMC, see (Kidbrooke, 2015a,b,c).

This article will build on this and describe how situations where valuations
have to be done through nested simulations or a LSMC approach instead
can be solved using ANNs. One such situation is when calculating the Sol-
vency capital requirement (SCR), which can be defined as the smallest
value x that satisfies

P
(
ACt=1 ≥ 0 | ACt=0 = x

)
≥ 0.995,

where ACt=1 stands for available capital at time one year from today, and
ACt=0 stands for available capital today. As is clear this involves estimating
the value of a portfolio one year into the future.

REVIEW OF NESTED SIMULATIONS AND LSMC

When implementing a full nested simulation in a context as estimating the
SCR one typically simulates 10 000 outer scenarios and 10 000 inner sce-
narios for each outer scenario resulting in a total number of scenarios of
100002. The outer scenarios and inner scenarios are commonly referred to
as “real-world scenarios” and “risk-neutral scenarios”, respectively. The
name real-world scenarios stems from the fact that outer scenarios are
simulated with parameters calibrated to historical data, simply shifting the
risk factors determining the price of the underlying assets one year into
the future. Similarly, the name risk-neutral scenarios highlights the fact
that inner scenarios are simulated under the assumption of no arbitrage
conditions, which is necessary since these scenarios are used to price the
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derivatives. When all simulations are done, the average across the inner
scenarios is calculated for each outer scenario resulting in one portfolio
value for each outer scenario. These portfolio values are lastly discounted
back to the time when the portfolio values are to be calculated (one year
ahead when estimating SCR), after which the SCR can be estimated using
empirical quantiles.

As described in more detail in (Kidbrooke, 2015a,b,c), the LSMC approach
is used in order to reduce the number of inner scenarios needed by in-
troducing regression. The number of inner scenarios simulated for each
outer scenario is reduced to an order of magnitude of 10, which of course
cause the portfolio averages to become less accurate (as they are taken as
an average of 10 instead of 10 000 inner simulations). This is counteracted
by fitting a polynomial through the 10 000 portfolio values and thereafter
estimating the portfolio values from this proxy curve instead. This process
is illustrated in Figure 1.
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Figure 1: The LSMC approach, reducing the number of inner scenarios needed.
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THE ANN APPROACH

The main purpose of using an ANN in a setting like SCR estimation is sim-
ilar to using LSMC, i.e. that the computational burden can be significantly
reduced compared to a full nested simulation. Whereas the number of in-
ner scenarios can be reduced by using LSMC, the ANN approach instead
lowers the number of outer scenarios for which 10 000 inner scenarios has
to be simulated to around 1% compared to the nested simulation approach.
Hence, only 100 portfolio values have to be calculated and these are then
used as training data for the ANN. The outer scenarios at time one year are
used as input variables and their corresponding portfolio values are used
as output variables. The remaining 9900 outer scenarios are split into a
testing set (100 scenarios) and a prediction set (9800 scenarios). In the
process of finding the best ANN setup possible, the performance is evalu-
ated using R2 and root mean square error (RMSE) based on both the train-
ing and the testing set. Hence, in order to set up an environment where
these measures are possible to perform inner scenarios have to be simu-
lated for the testing set as well, resulting in a total number of scenarios of
200∗10000+9800, which is approximately 2% of the nested simulation. This
process of lowering the number of outer scenarios is illustrated in Figure 2.
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Figure 2: The ANN approach, reducing the number of outer scenarios needed.

ANN SETUP

The training of ANNs is dependent on a wide variety of initial user choices,
including weight initialisation, what type of gradient descent algorithm to
implement, what activation function to use and tuning of the hyperparam-
eters. A discussion on how to make the right choices in the context of SCR
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estimation will follow below.

DATA NORMALISATION AND WEIGHTS INITIALISATION

Before training the ANN some data manipulation needs to be done. The
training, testing and prediction sets should be normalised (subtracting the
mean and dividing by the standard deviation of the training set) to avoid
effects resulting from that the input variables are at different scales. If that
would be the case the weights associated with the different inputs would
take on significantly different values, which wouldmake the training slower
and more unstable. As is common practice, weights are initialised from a
random normal distribution with mean 0 and standard deviation of 2/xl−1,
where x is the number of input features and l is the total number of layers.

EARLY STOPPING

Early stopping is implemented by continuously evaluating the test set error
during training and stopping the training when the error is α percent larger
than the lowest error recorded thus far. α can be chosen to be e.g. 3%,
5%, 10% or 20% depending on the user’s preference between training time,
model accuracy and tolerance for model instability.

OPTIMISER

In the previous article in this article series we introduced gradient descent
in the context of ANN training. There exist different types of gradient de-
scent algorithms, differing in how much data is needed to perform one
gradient update. Batch gradient descent computes one update for the gra-
dients using the whole training set, x1, ..., xn, while stochastic gradient
descent computes one gradient update for each training set input xi.

The Adaptive Moment Estimation (Adam) is an example of a method that
implements stochastic gradient descent (Kingma & Ba, 2015). The Adam
optimiser computes individual adaptive learning rates for parameters from
the first and second moment estimates of the gradients. It uses an ex-
ponential decay of the average past gradients and past squared gradients
through the functions:

mt = β1mt−1 + (1− β1)gt (1)

vt = β2vt−1 + (1− β2)g
2
t . (2)

Initially mt and vt are set to zero-vectors, inducing a bias towards zero for
the algorithm (Kingma & Ba, 2015). To counteract this issue, Kingma & Ba
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(2015) introduce new estimates of the moments as

m̂t =
mt

1− βt
t

v̂t =
vt

1− βt
2

,

resulting in the update equation

θt = θt −
γm̂t√
v̂t + ϵ

. (3)

Kingma & Ba (2015) propose setting the parameters in Equation 1, Equa-
tion 2 and Equation 3 to γ = 0.001 (learning rate), β1 = 0.9, β2 = 0.999 and
ϵ = 10−8 as default.

ACTIVATION AND OUTPUT FUNCTION

There exists a large number of activation functions to choose from, but the
most popular are the Sigmoid, Hyperbolic tangent and Rectified linear unit
(ReLU) defined by

Sigmoid function: σ(v) =
1

(1 + e−v)

Hyperbolic tangent function: σ(v) =
ev − e−v

ev + e−v

Rectifier linear unit (ReLU) function: σ(v) = max[v, 0] = v+.

The main difference between these activation functions is that the sigmoid
and hyperbolic tangent functions “squash” the input, i.e. force it into the
domain ∈ [0, 1] and ∈ [−1, 1] respectively. Hence, when target variables
are not in those domains, as oftentimes is the case when you are exposed
to a regression problem, ReLU is found to be a suitable choice as it does
not squash the input between layers. Using ReLU also results in a faster
training process due to the fact that there is “sparse activation” since only
positive inputs generate active nodes. Additionally, the risk of “exploding
gradients” is much smaller when using ReLU compared to using the Sig-
moid function, due to the fact that the gradient is constant (equal to 1) for
all positive inputs when using ReLU, whereas the gradients become very
small for large input values when using the sigmoid function.

When exposed to a regression problem, as is the case in this context, com-
mon practise is to use linear output functions such as the identity function
gk(x) = xk, as there is no need in the given context to squash the output
using e.g. the softmax function.
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HYPERPARAMETER SETUP

To achieve an optimal (or at least close to optimal) hyperparameter setup,
a good idea is to define a population of possible hyperparameter sets based
on previous research, the data being considered and some initial trial and
error. The overall approach is to first find a model that achieves stable low
training set errors, and subsequently attempt to eliminate or reduce any
overfitting tendencies using weight regularisation and dropout. The final
model setup is chosen based on results of testing all possible configurations
and evaluating the error of both the training and prediction set, measured
asR2, RMSE as a percentage of the average true outcome and the predictive
accuracy of the estimated SCR.

To ensure that the model is consistent and that the measures are not ran-
domly estimated, a possible method is to use cross validation. This can be
introduced by taking the final measures as the average of 100 separate runs
with random splits between the training set and prediction set. Note that
this will increase computational costs of the model, but it is nevertheless
a crucial tool when validating the model, since it helps to ensure a stable
and reliable ANN. This model validation can also be seen as non-recurrent
activities and will hence not give rise to additional computation costs once
an optimal model has been found.

IMPLEMENTATION ALGORITHM FOR THE ANN APPROACH
Algorithm 1 summarises what have been discussed above, and gives an
overview of how the training process together with the following prediction
of an ANN is done when aiming to estimate the SCR of a certain financial
portfolio.
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Algorithm 1 Training of ANN

Read in the data created in the scenario generation and randomly split
it into a training set, a test set and a prediction set.

Compute standard deviation (σtrain) and mean (µtrain) of training set
data.

Subtract µtrain and divide by σtrain on all data sets (training, test, pre-
diction).

Define each layer and the number of nodes for each layer.

Initialise the weights randomly.

Define the optimiser to use (ADAM is suggested) and the loss function
(squared error is suggested) to be minimised.

Choose all other hyperparameters (learning rate, early stopping crite-
ria (α), weight regularisation parameter, dropout parameter, number of
training iterations).

for i = 0 to (number of training iterations - 1) do
Record training set error

Compute gradients

Update weights to minimise the loss function using the ADAM opti-
miser

if i mod 500 = 0 then

Record error on test set, denoted ϵtest,i.

if ϵtest,i > (1 + α)min(ϵtest) then

Break

end if

end if

end for

Make predictions on the prediction set using the trained ANN

Sort predictions and compute SCR estimate.

SUMMARY
In this article we have outlined how ANNs can be used as a substitute to
the LSMC approach when exposed to a problem that requires nested sim-
ulations. We have discussed how the ANN approach differs from the LSMC
approach and what to consider when setting up the model and how to run
the training process. In the next article in this article series we will imple-
ment the ANN approach and evaluate its performance in terms of predictive
accuracy and computational costs.
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