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PART I: AN INTRODUCTION TO
SELF-NORMALIZING NEURAL
NETWORKS

In recent years, neural networks have been incorporated into virtually ev-
ery aspect of investment decision making. Its distinct processing charac-
teristics allow the neural network to perform complex tasks, involving e.g.
intuitive judgement or detection of data patterns, which elude traditional
analytical methods.

One example in need of superior evaluation tools is the calculation of liq-
uidity risk. In this article series, bonds will be classified with respect to
their liquidity using self-normalizing neural networks (SNN) and a simpler
logistic regression. The predictive capabilities of each method are there-
after analysed for the considered application.

This first part will begin with a general introduction to neural networks.
Following this, the SNN will be defined, as well as a basic logistic regres-
sion. In the second and concluding part, both models will be applied to the
Swedish bond market for an investigative case study.

THE NEURAL NETWORK

Beginning with a general definition, a neural network can be viewed as a
machine learning algorithmwith the objective ofmapping amulti-dimensional
input vector to a class.
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Figure 1: An artificial neural network with 2 inputs and 1 hidden layer, containing 3 nodes.

Figure 1 displays an example of a simple neural network with one hidden
layer containing 3 nodes, and an input and output space of 2 dimensions.
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By letting the nodes represent neurons, neural networks can be said to
mimic the processing characteristics of the human brain to some extent.
As a result, the network can recognize patterns as they unfold and draw
conclusions from incomplete data.

For a mathematical definition, let x denote the vector of inputs. The acti-
vation a, representing the hidden layer, is then given by;

a = σ(w⊤x+ b) (1)

where w contains the weights associated with the first (and in this case,
only) ’step’ in the model, and b is the associated bias. By applying the non-
linear activation function σ, the entire model turns non-linear and a much
greater expressive power is consequently reached.

BACKPROPAGATION

In order for a neural network to hold any predictive power, it must be
trained on the relevant data set. This is accomplished by minimizing a
loss function L. A basic example is the mean-square error (MSE) for an
output y;

L(a(NL), y) =
1

NdataNy

Ndata∑
j=1

Ny∑
i=1

(a
(NL)
i − yji )

2 (2)

where yj denotes the jth training data point, ai the ith activation layer, Ny

the dimension of the training data,NL the index of the last activation layer,
and Ndata the total number of data points. Using the partial derivatives
of Equation 2, a backpropagation algorithm (LeCun, Y., 1988) computes
the gradient for each activation a, weight w and bias b. Since the gradient
activations are “nested”, the method first computes and stores the gradient
of the last layer activations, and subsequently the second-to-last layer, and
so forth.

ACCURACY DETERMINATION

While backpropagation provides the logical infrastructure necessary to train
a neural network, there is still a need to determine precisely how to im-
prove the accuracy. For this purpose, a numerical optimization algorithm
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is required. The most basic algorithm is stochastic gradient descent, us-
ing a fraction of all available data to compute each gradient via an update
equation.

A more advanced optimization algorithm is the adaptive moment estima-
tion algorithm (Kingma & Ba, 2015), frequently called the Adam optimizer.
This algorithm takes the first and second moment into account when cal-
culating the update equation. In doing so, adaptive learning rates are im-
plemented by simply using the momentum of the trajectory of the values.

MODEL FIT

Two common obstacles in machine learning are under- and overfitting of
the data. Underfitting is the lack of signal found by the algorithm, resulting
in a failure to map the input features to the right output.

Overfitting, on the other hand, is when the algorithm performs well on
a set of inputs, but generalizes poorly to other data sets. Consequently,
the model fails to fit additional data or predict future observations reliably.
A common way to approach this issue is by dividing the data in to three
subsets; a training set, a test set and a validation set. The algorithm is
trained using the training set, and the trained model that performs best
on the test set is chosen as the optimal model. Lastly, the optimal model
is evaluated on the validation set, thus ensuring that the model was not
overfitted on the test set.

SELF-NORMALIZING NEURAL NETWORKS

Self-normalizing neural networks (SNNs) represent a subset of feed-forward
neural networks. The SNN applies the scaled exponential linear unit (SELU)
activation function, presented in Equation 3, in each hidden layer.

SELU(x) = λ

{
x ifx > 0

α exp{x} − α ifx ≤ 0,
(3)

where λ and α are scalar hyperparameters. Using the SELU function, the
mean and variance of the activation are kept within a predefined fixed in-
terval. For a more extensive review on SNN, see e.g. Klambauer et al.
(2017).
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LOGISTIC REGRESSION

In order to test whether the increased complexity of the SNN provides any
improvements in prediction capability, the results in this study are com-
pared to those of a more straightforward logistic regression.

Logistic regression provides a model used for binary classification. Essen-
tially, this model uses the sigmoid function to determine the probability
of a data point belonging to a class given some input features, much like
neural network classifiers. Letting x denote the input features, and θ the
parameters, the sigmoid function is defined as follows;

sigm(x|θ) = 1

exp{−θ⊤x}
(4)

Once θ = θ̂ has been trained to fit a data set, new data points x̃ are classified
as belonging to class 1 if sigm(x̃|θ̂) ≥ 0.5, and to class 0 otherwise. This
simple binary case can be extended to multi-class classification by using
all vs. one logistic regression. In this case, one binary logistic regression
model is trained for each class j. Themodel j is set to model the probability
of the data belonging to class j. When models have been trained to all
classes, new data points are tried on each model. The data is thereafter
classified as maxk{sigm(x̃|θ̂k)}, i.e., the model k that generates the highest
probability.
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SUMMARY

The first part of this article series introduces the reader to the concept of
neural networks on a high level; following a concise general definition of
neural networks, backpropagation and numerical optimization algorithms
are briefly outlined. This is followed by an introduction to SNN, which
applies a scaled exponential linear function to address the common issue
of overfitting. Lastly, a more basic logistic regression approach is presented
as an alternative method.

PART II

In the subsequent and concluding article, “Part II: Self-Normalizing Neural
Networks - Bond Liquidity Classification” we introduce a framework for
bond liquidity classification using both the SNN approach and logistic re-
gression. The methods will be applied to the Swedish bond market for an
investigative case study.
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